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Abstract— This paper describes a stereo-vision-based
pedestrian detection system for Intelligent Transportation
Systems. The basic components of pedestrians are ﬁrst located in the image and then combined with a SVM-based
classiﬁer. Generic obstacles are located using a subtractive
clustering attention mechanism based on stereo vision. A
by-components learning approach is proposed and diﬀerent
feature extraction methods are tested in order to better
deal with pedestrian variability and justify what features
are better to be learnt for pedestrian detection. Candidate
selection mechanisms usually yield pedestrians with inaccurate bounding boxes. Then a decrease in detection rate
takes place if the SVM classiﬁer is trained only with wellﬁtted pedestrians. Using several oﬀ-line databases containing thousands of pedestrians samples the eﬀect of bounding box accuracy is studied. A multi-candidate generation
mechanism is also developed in order to enhance the single
frame performance, decreasing the number of false positives
due to inaccurate bounding boxes.

I. Introduction
The most successful human detection systems from a
moving vehicle are being accomplished through computer
vision as main sensor. Using the same sensor humans use
for driving is not a triviality. It provides the main clues
for pedestrian detection although other sensors, such as
laser-scanners, have also been tested [1]. So far, several approaches have been proposed, but only a few have achieved
the challenge of a “global design”: candidate selection, classiﬁcation and tracking. These ones are the main pieces of
the vision-based pedestrian detection systems installed onboard of fast-moving vehicles. This study deal with the link
between the candidate selection and classiﬁcation steps, as
a crucial factor for the optimal performance, which has not
been studied in the literature.
Various approaches have been proposed as speciﬁc classiﬁcation studies. For example in a recent work [3] a global
representation based on gradient orientation histograms is
proposed. They use the original MIT pedestrian database
[4] adding another 1800 pedestrian images. As in [4], whose
monocular candidate selection mechanism releases almost
16,000 windows per frame, their results are only valid in
case there were a candidate selection mechanism that generates exactly the same kind of data they are using in their
experiments, without the “brute force” procedure, which
makes computational cost unacceptable. Otherwise a different behavior would be expected.
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The candidate selection can be implemented by performing an object segmentation either in the 3D scene (stereo)
or in the 2D image plane (monocular). Only a few authors succeed in dealing with the problem of monocular
pedestrian detection, to some extent. In [6] a monocular attention mechanism generates up to 75 windows per
frame which are fed to the classiﬁer as potential pedestrians. Their training dataset contains a large amount of
samples, whose negatives were generated automatically using their attention mechanism. It means, as they say, that
the negatives are not random image fragments. We want to
stress that not only the negatives samples should be generated with the attention mechanism, but also the positive
samples in order to enhance the single frame performance.
A monocular pedestrian detection system, using vertical
symmetries, is proposed in [7]. After a reﬁnement process
based on maximizing the symmetry and density of vertical
edges, along with a stereo reﬁnement, they ﬁt the bounding
boxes by releasing candidates which might be pedestrians
[8],[9]. Then a bounding boxes ﬁltering, called classiﬁcation by other researchers, based on a number of ﬁlters,
eliminates false positives. In a later work [10] the stereo
vision is used for both the bounding box validation and
the pedestrian position estimation.
Among the frameworks that use stereo vision for candidate selection we emphasize the next three. In [11] a stereo
vision system to generate 3D representation of the scene
with disparity maps, is propounded. The candidates are
classiﬁed as pedestrian or non-pedestrian using a trained
neural network. Since this is the ﬁrst stereo approach in
the literature, the segmentation algorithms are very basic.
In [12] an obstacle detection procedure is done by using
a multiplexed depth map, and selecting regions of interest
whose number of depth features exceeds a percentage of the
window area. Then they extract edge images and match
them to a set of learned examples using chamfer distance
[13]. In order to extract information from 3D scene in [14]
a segmentation based on v-disparity maps is performed.
The information for performing generic obstacles detection
is deﬁned with vertical lines. This implies managing very
little information to detect obstacles, which may work well
for big objects detection, such as vehicles [15], but might
not be enough for small, thin objects detection, such as
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pedestrian, especially in city traﬃc due to the heavy disparity clutter.
Infrared cameras have also been tested with both monocular [16][17] and stereo [18][19] vision. These cameras provide better visibility at night but they also provide images
with lower resolution, where the appearance of pedestrians is not clear compared to that of day-time images. In
addition the use of infrared cameras is quite an expensive
option that makes mass production an intractable problem
nowadays.
In this work a stereo vision based method for pedestrians
detection in the framework of ITS is described. We aim at
optimal single frame classiﬁcation by optimizing the performance between both the candidate selection and the candidate classiﬁcation methods. Candidate selection mechanisms tend to produce pedestrian candidates that are not
exactly similar to the pedestrian examples which were used
for training, in the sense that on-line candidates extracted
by the attention mechanism might contain some parts of
the ground or, on the contrary, might cut pedestrians feet,
arms or heads. This results in signiﬁcant diﬀerences between candidates and examples. As a consequence of that,
a decrease in detection rate takes place. No authors have
noticed and examined this detail.
Two alternatives are proposed in this work. On the one
hand the classiﬁer is trained taking into account the possibility of badly bounded pedestrians. This would imply
having a candidate selection approach with an eﬀective
candidate depth measure, which can be accomplished only
by using stereo vision since monocular systems need to apply scale constraints on the depth computation and ﬂat
terrain assumptions. On the other hand a multiple candidate selection strategy could be implemented by generating
several bounding boxes around each selected candidate in
an attempt to compensate for the eﬀect of the candidate
bounding box accuracy in the recognition step. For this alternative a low amount of candidates per frame is advisable
in order to keep a reasonable candidates per frame ratio.
The rest of the paper is organised as follows: section II
provides the system description including both the candidate selection and candidate validation methods. The implementation and comparative results achieved up to date
are presented and discussed in section III. Finally, section
IV summarizes the conclusions and future work.
II. System Description
This section includes the description of the candidate
selection mechanism, the pedestrian detection using SVM
and the multi-candidate generation strategy for single
frame classiﬁcation improving.
A. Candidate Selection
Generic obstacles are detected by using a stereo approach. Firstly the intensities of the left and right images
are normalized and the radial and tangential distortions
are compensated for. Then, relevant points in the left image are extracted using a Canny algorithm with adaptive
thresholds. A non-dense 3D map is then created after solv-

Fig. 1. Upper row: original images, Lower row: 3D maps

ing the correspondence problem. The matching computational cost is further reduced in two ways. First, the matching searching area is greatly decreased by using the epipolar
geometry. Second, pixels in the right image are considered
for matching only if they are also relevant points. Otherwise, they are discarded and correlations are not computed for that pixel. Among the wide spectrum of matching techniques that can be used to solve the correspondence
problem we implemented the Zero Mean Normalized Cross
Correlation [20]. A post-processing is applied in order to
add robustness and reduce noise. The right image correlated points are also correlated over the left image. If the
new left matched points are not the same than the original ones these correspondences are considered as noise. In
case diﬀerent left image points would be correlated over the
same right image point two strategies could be taken: maximum correlation criterion or minimum disparity criterion.
The second one is used so as the noise due to structured
backgrounds, which usually produces close 3D points, is
avoided. In spite of previous statements the correspondences always yield some outliers, which will be rejected
according to a ﬁltering criteria. Firstly, road lane markings are detected [21]. The area contained by the limits of
the lanes determines the zone of the real 3D scene where
pedestrians are searched for. In case that no lane markings are detected, a basic rectangular ROI is used instead,
covering the front part ahead of the ego-vehicle. Secondly,
road surface points as well as high points (points with a
Y coordinate above 2 m) are removed. Finally, the XZ
map (bird’s eye view of the 3D scene) is ﬁltered following
a neighbourhood criterion. As depicted in ﬁgure 1, the appearance of general obstacles in 3D space is represented by
an uniformly non-dense distributed set of points.
Data clustering techniques are related to the partitioning of a data set into several groups in such way that the
similarity within a group is larger than among groups. In
this application the number of clusters is unknown, since
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no a priori estimate of the number of general obstacles in
scene can be reasonably made. The eﬀects of outliers have
to be reduced or completely removed and it is necessary to
deﬁne speciﬁc space characteristics in order to group diﬀerent pedestrians in the scene. For these reasons, we propose
a Subtractive Clustering method [22], which is based on a
density measure of data points. The idea is to ﬁnd high
density regions in 3D space. The point with highest number of neighbours is selected as the cluster centre. The data
points within a prespeciﬁed neighbourhood radius are then
removed (subtracted) and then the algorithm looks for a
new point with the highest number of neighbours. In our
approach this algorithm is executed using a 3-dimensional
neighbourhood radius ra = (rax , ray , raz ), so that only volumes with a shape similar to a pedestrian will be selected.
After applying subtractive clustering to a set of input data,
each cluster ﬁnally represents a candidate.
B. Pedestrian Detection Using SVM
The use of Support Vector Machine (SVM) in the ﬁeld
of pedestrian recognition has become a common approach
for many researches in the last years since it was ﬁrst proposed in [5] and [4]. It is well known that SVM provides
a method to calculate the hyperplane that optimally separates two high-dimensional classes of objects. Many authors have proved that the by-components approach yields
better results than the holistic one [4],[6]. The by components approach suggests the division of the candidate body
into several parts, with the aim of breaking the class variability. Thus, each pedestrian body part is independently
learnt by a specialized classiﬁer in a ﬁrst learning stage.
The body local parts are then integrated by a second classiﬁer in a second learning stage. By using independent
classiﬁers for each body part the learning process is simpliﬁed, due to the fact that the appearance of pedestrians in
the scene presents a high intraclass variability. After extensive trials we propose a total of 6 diﬀerent sub-regions for
each candidate region of interest, which has been re-scaled
to a size of 24×72. This solution constitutes a trade-oﬀ between exhaustive sub-region decomposition an the holistic
approach. The optimal location of the six sub-regions, empirically achieved after hundred of trials, has been chosen
in an attempt to detect coherent pedestrians features, as
depicted in ﬁgure 2. A single classiﬁer trained with samples
extracted from daytime images is used.
Recognition performance depends crucially on the features that are used to represent pedestrians. It is not obvious to know what features are better to be learnt for pedestrian detection and only a few authors perform a comparative study [3],[25]. In addition, using a by components approach a new problem appears: what features are better for
each component?. In a ﬁrst intuitive approach, some features seem to be more suitable than others for representing
certain parts of human body. Thus, limbs are long elements
that tend to produce straight lines in the image, while the
torso and head are completely diﬀerent parts, not so easy
to recognize. For example edge clues have been used in [13],
[14], [11] and [7]. Based on previous works, 6 diﬀerent fea-

Fig. 2. Decomposition of a candidate ROI into 6 sub-regions.

ture extraction methods are suggested: Canny image, Haar
Wavelets, Coocurrence matrices[5], Histogram of Oriented
Gradients (HON)[3], Texture Unit Number (NTU)[24] and
Gradient Magnitude and Orientation. For better invariance to illumination and shadowing, all feature vectors are
normalized.
C. Multi-Candidate Generation
As we saw above, the candidate selection method yields
generic obstacles with a 3D shape similar to pedestrians.
The 2D candidates are selected by projecting the 3D points
over the left image and computing the box that bounds
these points. Two bounding box boundaries are deﬁned,
one for maximum width and height, and one for minimum
ones, taking into account people taller than 2 m and kids
with a height lower than 1 m. The 3D candidate position is
always known thanks to the stereo candidate selection approach (subtractive clustering) whose outputs are the 3D
cluster center coordinates, but the 2D bounding box could
not be perfectly ﬁxed due to several eﬀects: body parts
which are partially occluded or camouﬂaged with the background, 3D close objects which have been subtracted along
with a pedestrian (for example, pedestrians beside traﬃc
signals, trees, cars, etc.), low contrast pedestrians deﬁned
with a few number of 3D points, etc. These badly bounded
pedestrians will be classiﬁed as non pedestrians if the positives samples used to train the classiﬁer are well-ﬁtted.
Figure 3 depicts some examples of bad-ﬁtted candidates.
Note that this problem also appears with 2D candidate selection mechanisms [6] with the main drawback of losing
the actual pedestrian depth.

Fig. 3. Some bad-ﬁtted candidates.

Two strategies are proposed to solve the “badly bound-
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ing eﬀect” and both of them need to know the 3D pedestrian depth without monocular lacks. The ﬁrst one consists
in training the classiﬁer with also bad-ﬁtted pedestrians in
an attempt of absorbing the extra information due to larger
bounding boxes and the loss of information due to smaller
ones. In other words, training the classiﬁer with the positive samples yielded by the candidate selection method.
For that purpose, it is necessary to execute the candidate
selection process with an oﬀ-line validation to distinguish
pedestrians from non-pedestrians. In [6] and [4] the same
procedure is only applied for non-pedestrian samples.
The other strategy consist in, using a well-ﬁtted trained
classiﬁer, performing a multi-candidate generation for every extracted candidate, trying to hit the target and add
redundancy. Three window sizes are deﬁned: the one generated by the candidate selection method, a 20% oversized
window and a −20% downsized one. These three windows
are moved 5 pixels for each direction: top, down, left and
right. Thus a total of 15 candidates are generated as we
can see in Figure 4.

(a)

(b)

(c)

Fig. 4. Multi-candidate generation approach: (a) Oversized and
downsized windows, (b) spatial centers for each window, (c) 15
candidates generated

The multi-candidate strategy yields a pedestrian when
more than 5 candidates have been classiﬁed as pedestrians. This number has been deﬁned after comprehensive
experiments. On average the candidate selection mechanism generates 6 windows per frame, which yields a total of 90 candidates per frame, after the multi-candidate
process. In case the attention mechanism generated more
generic candidates per frame this approach would become
impractical.
III. Experimental Results
The system was implemented on a Pentium IV at 2.4
Ghz, using 320×240 pixel images. The complete algorithm
runs at an average rate of 15 frames/s, depending on the
number of pedestrians being tracked and their positions.
The average rate has a strong dependency on the number
of pixels being matched because of the correlation computational cost. The candidate selection system has proved
to be robust in various illumination conditions, diﬀerent
scenes and distances up to 25 m. Once candidates are validated by the SVM classiﬁer, a Kalman ﬁlter tracks the
position of each pedestrian in the 3D scene. The probability of a candidate region being classiﬁed as pedestrian

is modelled as a Bayesian random variable, whose value
is recomputed at each frame as a function of the output
provided by the single-frame classiﬁer. Two studies have
been carried out following the guidelines described in II-C
with the aim of studying and decreasing the inﬂuence of
inaccurate candidates selection.
A. Oﬀ-line study
With the purpose of showing the inﬂuence of the bounding box accuracy in the global performance, we devised an
experiment in which a SVM classiﬁer was oﬀ-line trained
using a training set of 3000 well ﬁtted or tightly bounded
candidates (i.e., the bounding box of candidates ﬁts the
real position of the corresponding pedestrians in the image), while a diﬀerent SVM classiﬁer was oﬀ-line trained
using a training set containing 2000 badly bounded candidates. Next, the system is evaluated using a test set
containing 1000 oﬀ-line badly bounded candidates. The results of the experiment are illustrated in Figure 5. Figure
5(a) depicts the performance obtained after testing a set of
badly bounded samples using a classiﬁer trained on badly
bounded samples. Figure 5(b) shows the performance obtained after testing a set of badly bounded samples using
a classiﬁer trained on well ﬁtted ones.
Practical results show that the performance of every feature extraction method has a remarkable decrease when no
badly bounded samples are used for the training process.
In Figure 5(b) all methods exhibit much worse ﬁgures as
long as none of the proposed extractors succeeds in providing a detection rate (DR) above 83% (for the case of
HON, which is the best performing one) at a false positive
rate (FPR) of 5%. Therefore it is clear that every feature extraction method reduce their performance when the
selected candidates are not exactly bounded as the candidates used in the training step, which demonstrates that
not only the negatives samples should be generated with
the attention mechanism, but also the positive samples in
order to enhance the single frame performance.
B. On-line study
A well ﬁtted database is used to train a SVM model
which is evaluated in a set of sequences recorded in real trafﬁc conditions. Two strategies are compared. In the ﬁrst
one, which we call “single method”, candidates obtained
from the candidate selection mechanism are directly classiﬁed using the best feature extraction method (HON). The
second way, which we call “multi-candidate method” (MC)
consists in applying the multi-candidate generation for every candidate yielded by the candidate selection method
(which results 15 candidates per every one “subtracted”),
using also HON as feature extraction method. The results
obtained in the experiment are listed in Table I. For each
row in the table the following information is provided: type
of method, number of detected pedestrians (only pedestrians below 25 m are considered), number of missed pedestrians, and number of false alarms issued by the system.
The analysis of the results reveals that detection rate
is improved using multi-candidate generation for the sin-
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Fig. 5. Oﬀ-line Receiver Operating Characteristic (ROC) for bounding box accuracy: (a) Classiﬁcation of badly bounded samples using
training set containing badly bounded samples, (b) Classiﬁcation of badly bounded samples using training set containing only well-ﬁtted
samples

Fig. 6. Upper row: multi-candidate generation. Lower row: results after classifying the 15 candidates

Method
Single
Multicandidate

Detected
138
143

Missed
10
5

False alarms
9
8

TABLE I
Global performance evaluated in a set of sequences with a
total duration of 20 minutes

gle frame classiﬁcation while the false positive rate remains
practically unchanged. The single and MC methods exhibit
a ratio of 9 and 8 false alarms, respectively, in 20 minutes of
operation. This yields ratios of 27 and 24 false alarms per
hour, respectively. The MC method has not an appreciable
improvement in the FPR because false alarms are usually

due to candidates with features similar to pedestrians, like
motorbikes, fences, windows reﬂections, etc. These candidates are not better classiﬁed by using multi-candidate
generation since at least 5 out of the 15 candidates continue
being classiﬁed as pedestrians.
The DR is 93.24% using the single method, and 96.62%
using the multi-candidate one. Five non-detected pedestrians by the single method have been detected using the
multi-candidate approach. Several cases are corrected by
this approach. For example, kids, which are usually selected as candidates with very few points, are better detected by using MC method. When several people are together in the same area the candidate selection method
usually yields bounding boxes which fall between two people due to the 3D approach. Thanks to the MC method
these pedestrians are well classiﬁed. Let us clarify the fact
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that the other missed pedestrians were partially occluded
or completely out of the vehicle path. There is other important eﬀect due to the use of MC classiﬁcation: pedestrians
are classiﬁed at larger distances, that is, before in time,
with the improvement of increasing the time used in anticipating actions. Figure 6 depicts typical images from our
test sequences. The number below each bounding box represent range. Right image shows a motorcyclist which is
detected as a pedestrian (false positive). In the left image
two kids are detected with a correct range.
IV. Conclusion
In this work,we have carried out a global vision-based
pedestrian detection system for ITS. Candidates are ﬁrst
selected by an attention mechanism based on stereo vision
and subtractive clustering. The stereo approach allows us
to know where the pedestrians are without scale constrains
and to reduce the average number of false candidates detected per frame. This also helps to deal with the problem of bad ﬁtted pedestrians which could be classiﬁed as
non-pedestrians, since the candidates range is known and
bounding boxes can be translated, oversized and downsized
in order to improve the single frame classiﬁcation, which is
not possible using a single camera. In order to reduce the
variability of pedestrians, the learning process has been
simpliﬁed by decomposing selected candidates into 6 local subregions that are easily learned by individual SVM
classiﬁers. Several features extraction methods are tested
because it is not obvious what features are better for representing pedestrians. We have carried out a comparative
study and selected the extractor with best performance
(HON). Single frame detection rate is improved by using
multicandidate generation strategy which absorbs the false
negatives that have been bad classiﬁed by the single strategy. In order to improve also the false positive rate other
methods have to be proved like, for example, multiclassiﬁcation with SVM with diﬀerent models for motorbikes,
cars, etc. Although experimental results show that progress
is being done in the right direction, further improvement
needs to be made before deploying a really robust visionbased pedestrian detection system for assisted driving in
real traﬃc conditions. For this purpose, motion-based and
position dependant features will be incorporated, aiming at
enhancing the shape-based pedestrian detection algorithm
developed in this work. In order to reduce the correlation computational cost, SIMD code optimization should
be carried out.
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